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Abstract

Transliteration is the process of transferring a word from the al-

phabet of one language to the alphabet of another. The objective is to

obtain a mapping from one system of writing into another, thereby

helping people pronounce words and names in foreign languages

and giving readers an idea of how words are pronounced by putting

them in a familiar alphabet.

In this thesis, recent trends in transliteration using deep learning

models have been explored along with a number of recursive back-

tracking methods and a modified version of Dijkstra’s shortest path

algorithm. The convolution-networks’ seq2seq model developed by

Facebook was adapted and used for the Arabic-English translitera-

tion problem. This approach allowed us to build on recent work by

Google and Amazon researchers and to improve on previous meth-

ods both in the training and prediction steps. In addition, two en-

hanced novel backtracking techniques have been introduced. The

first is based on bidirectional search and the second is a flexible semi-

exact method. Both methods have been used for the first time in the

realm of transliteration. The proposed methods have been tested on

one of the most used Arabic-English transliteration datasets mined

from Wikipedia, by Google. The reported experimental results re-

vealed that the presented methods are highly effective and much

more efficient than previously known techniques.
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1 Introduction

Transliteration is the process of transferring a word from the alphabet of

one language to the alphabet of another. The difference between transla-

tion and transliteration is that transliteration translates the pronunciation

of the word, rather than its meaning. Translation, on the contrary, trans-

lates the meaning not the pronunciation.

Motivation

According to the Linguistic Society of America, the number of spoken lan-

guages across the globe -as of 2009- was estimated to be around seven

thousand [29]. For reasons like trade, colonization, discovery of new coun-

tries and continents, the interactions between the citizens of different parts

of the world have never stopped growing in quantity and quality. As a re-

sult of these immense interactions between people who speak different

languages, languages themselves had to adapt. To teach a non-native a

language -before the era of Youtube- books would map the alphabet of the

new language to the letters of this person’s native language, so they can

relate. For example, the famous book of Naguib Mahfouz entitled “Chil-

dren of Gebelawi” [21] is known in Arabic under a different name (namely

“Children of our Alley”) that transliterate into “awlad 7aretna.”

It is also worth mentioning that early typewriters, which appeared in

the late nineteenth century, only offered English alphabet. This urged ev-
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ery other language to adapt to the English alphabet, and replace the char-

acters that do not exist in English with a combination of English digits and

punctuation marks. For example, the sound h in Arabic is transliterated

into digit 7 in English and p is transliterated 7’. The same happened with

the introduction of computers and keyboards, most of which supported

only the English alphabet. The problem was specifically in writing non-

English proper nouns while the keyboard supports only English. A partic-

ular case is Franco-Arab -Arabic words written in English letters- which

solves the problem faced by people named Alaa and 3alaa, whereas the

former word is a feminine name and the latter is a masculine name, both

words are written as Alaa in English while in Franco-Arab they would be

written as 2laa and 3laa, respectively. The numbers 2 and 3 in the latter ex-

ample are also used to indicate specific sounds not present in the English

language.

Problem Description

Proper Noun: as defined by the Cambridge dictionary, a “proper noun”

is: “A word or group of words that is the name of a person or place and

always begins with a capital letter.” [1]

Some Examples for proper nouns include names of people, pets, coun-

tries, mountains, rivers, teams, organisations, and companies, . . . etc. Proper

nouns are distinguished from common nouns, which are used to refer to

a class of entities rather than a particular entity. Proper nouns are usu-
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ally associated with capitalization in some languages, as it is the case in

English. French and Arabic, however, do not have the same strict punctu-

ation rules present in English. Some of these proper nouns may appear to

have a descriptive meaning, even though they do not. For example, nam-

ing a woman “Rose” does not make her a flower.

As a special form of communication, translation is directed at setting

up an interpretive resemblance between the source and target texts [35].

The process aims at transferring the meaning of the sentence from one

language to the other, in the most accurate possible way. Proper nouns are

essential parts of the linguistic system of any community, and therefore

appear a lot in texts and phrases. As mentioned earlier, proper nouns -

names, in particular- may or may not have a meaning, and even if they do,

the meaning is irrelevant most of the time. Linguists have always strug-

gled with the translation of proper nouns [4].

There are three routes when it comes to the translation of proper nouns:

1. Keep the noun in the source language

2. Transliteration

3. Translation

Keep the noun in the source language.

As a general rule, no words should be left in their source script if the

source and target scripts are different. If the translated word has already

3



become a loanword -used extensively in the target language- then it is fine

if the word remains in its original form. In addition, names of associations

and organisations, for instance FBI (Federal Bureau of Investigation) and

FDA (Food and Drug Administration), remain the same. Some acronyms

-like ATM (Automatic Teller Machine, EU (European Union)- remain in

their original language as well.

Transliteration

This is the most popular taken route for translating a proper noun from

source to target languages. Transliteration, as defined by the Cambridge

Dictionary is: “The act or process of writing words using a different alpha-

bet.” [1] As such, the main difference between translation and translitera-

tion is that transliteration translates the pronunciation of the word, rather

that its meaning. For example, consider the name of the city “Hong Kong.”

Different transliterations of the city name is shown in Figure 1. As ob-

served, the meaning of the proper noun was not translated, but rather

transliterated: we call the city Hong Kong and not “Fragrant Harbor,”

which is the literal meaning of the name.

Figure 1: Transliteration of the city Hong Kong to different languages

Although almost every word can be transliterated into any language,
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only well-known words have a unique transliteration. The reason is be-

cause each sound can be mapped to more than one valid character sounds.

Usually, the accepted methods in any pair of languages are not limited to

one.

Translation

This is the last resort for translators, if the previous two techniques did not

work. However, not every word can be translated. As mentioned earlier in

this thesis, not all proper nouns have meanings, and the meanings do not

have to be descriptive. Names of associations and institutions get trans-

lated, as their meanings are descriptive and convey some information. For

example, La Tour Eiffel, in French, becomes the Eiffel Tower in English.

In some cases, more than one method are combined together. In trans-

lating street names and stations, the name itself is transliterated, while the

word street/station is translated.

We have mentioned in details the three best taken routes in the prob-

lem of translating proper nouns: keep in source language, transliteration,

and translation. The chosen route in this thesis is the second: translitera-

tion.

In a survey conducted on machine transliteration [19], the authors

identify five main challenges that encounter machine transliteration sys-

tems. The categories of the challenges are mainly:

1. Script specifications
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2. Missing sounds

3. Transliteration variants

4. Language of origin

5. Deciding on whether or not to translate or transliterate a name (or

part of it)

Objective

The main objective of this thesis is to enhance the automation of the translit-

eration process by introducing a new reinforcement learning approach

as well as accurate backtracking techniques and a novel use of Shortest

Paths in weighted graphs (i.e., networks with weighted links)1. Some of

this work builds on previous methods, but developed further so it can be

more effectively used on large data sets. This is verified by comparing the

obtained results to the SOUNDEX phonetic algorithm (see [6] for details

about the use of SOUNDEX in this context). SOUNDEX is a popular tech-

nique used to convert English words into a simplified phonetic represen-

tation, in which vowels are removed and phonetically similar characters

are conflated. Finally, I also explored (and enhanced) some of the recent

trends in transliteration using deep learning models.

The thesis is structured as follows. A thorough literature review is pro-

vided in Chapter 2, followed in Chapter 3 by a presentation of the four

1For more information about graphs, the reader can consult the book of R. Diestel [7]
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different introduced and/or enhanced methods. Experimental results are

presented in Chapter 4. Chapter 5 concludes the thesis with a summary

and some future directions.
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2 Preliminaries and Literature Review

Previous work on the automation of transliteration has relied mainly on

classical methods such as heuristic search and machine learning models.

Since its launch in 2009, Named Entities Work Shop (NEWS) has adopted

the practice of posting a shared transliteration tasks for all interested re-

searchers and scholars. Those transliteration enthusiasts have introduced

a number of different transliteration methodologies, which have helped

the field prosper. Every year, the task becomes more challenging, intro-

ducing new language pairs and scripts. Most of the literature work pro-

vided below is a result of this workshop.

2.1 Automatic Transliteration andBack-Transliteration by

Decision Tree Learning

A group of researchers have proposed a method for transliteration using

Character alignment and decision tree learning [18]. Decision tree learn-

ing is a predictive modelling approach commonly used in data mining and

machine learning. It uses a decision tree that is modelled as follows (see

Figure 2 for a typical example of a decision tree). The observations about

an item are represented in the branches, and the conclusions are repre-

sented at the leaves. The goal is to create a model that predicts the value

of a target variable based on several input variables. In data mining, a de-
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cision tree typically results in classification that can be input for decision

making [33].

Figure 2: A Decision Tree example from [32].

Transliteration, as defined previously, is a phonetic translation that,

given a word in the source language, finds its phonetic equivalent. Back-

transliteration is, as indicated by its name, the reverse process of translit-

eration, which means it restores the transliterated word to its origin. An

example is the word “internet” in English, which is transliterated to “인
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터넷” in Korean, pronounced intonet. The right back transliteration of the

word인터넷 is the original word, which is “internet.” Figure 3 provides a

more visual representation of the process and its reverse.

Internet

인터넷 (Intonet)

TransliterationBack-Transliteration

Figure 3: Transliteration Vs Back-Transliteration

The character alignment is done between English and Korean charac-

ter sequences. The alignment done between these two languages has three

important characteristics. The first is that the cardinality of the alignment

is many-to-many, which means more than one character can map to more

than one character on both sides. Transliterated pairs do not have the same

length, as the English -source language- word may have a transliteration

in Korean -target language- that differs in the number of characters used.

The second property is the null correspondence. This is due to the fact that

English, in addition to Korean, have a lot of silent letters. Korean, in par-

ticular, does not allow a constant character to stand alone. Rather, it has to

be followed by a vowel, which generates a large number of dummy Korean

vowels that cannot be mapped to any character of the English alphabet.

The third property of the alignment between the two language pairs,
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is that there are no cross dependencies between the pair. That is, if the

mappings are visualized as links, no two links would cross. This prop-

erty reduces the search space drastically, leading to an effective alignment

algorithm between the given pair of languages. The null correspondence

mentioned above, however, can cause serious performance issues, as the

number of decision trees will exponentiate. A work-around for this prob-

lem is migrating the mapping into one-to-many. Thus, the null characters

is allowed at the target side but not the source. This allows us to have 26

decision trees for all the 26 letters of the English alphabet.

The alignment algorithm used in this paper is an extension of the Cov-

ington’s alignment algorithm [5]. The algorithm performs an alignment

between two words by stepping on characters in both words with an op-

tion to either match or skip at each step. As implied, the algorithm pro-

duces only one-to-one mapping, which was extended to accommodate for

the one-to-many mapping proposed in this paper. Thus, the authors have

added a bind operation to bind null characters in the target word to the

character before or after, depending on whether it was a forward or a back-

ward bind.

As humans who have little bilingual phonemic knowledge can easily

and almost correctly align any English word with its transliterated Korean

equivalent, it is best to simulate this process to using two heuristics that

are expected to be very effective. The heuristics used are:

• H1: Consonant tends to map with consonant and vowel tends to map
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with vowel.

• H2: There exist typical Korean transliterations for each English al-

phabet.

Each of the three operations -match and skip from Covington’s algo-

rithm and bind extended from it- has its own condition and penalty in

the alignment evaluation metrics. As reported by the paper, the accuracy

achieved in is more than 99% in both alignment directions; English to Ko-

rean and Korean to English.

The aligned word pairs prepared makes it very straight froward to gen-

erate a large training dataset to feed the decision tree. Mapping examples

are obtained from the aligned words. Each character is taken, along with

6 attributes that represent the previous 3 characters (characters on its left)

and the next 3 characters (characters on its right), and then labelled by its

equivalent character in Korean. An example of labelled data is the word

“board”, which is transliterated to the word ”potu”. Table 1 illustrates the

labels of this example. The labelled data becomes the training set for the

26 decision trees mentioned before. A simple decision tree learning algo-

rithm, developed by Quinlan [26] is then used for the learning of the 26

decision trees.

For each letter of the alphabet, the algorithm recursively selects and

tests an attribute and branch according to the values of this attribute. If

all the children of a node belong to the same class, then this node becomes
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Table 1: Labelled data learnt by the decision tree

L3 L2 L1 (E) R1 R2 R3 E
< < < (b) o a r −→ ㅂ
< < b (o) a r d −→ ㅗ
< b o (a) r d > −→ -
b o a (r) d > > −→ -
o a r (d) > > > −→ ㄷㅡ

a leaf and labelled with this particular class. If there are no attributes left

for the algorithm to test, then the node also becomes a leaf, but becomes

labelled with the majority class of its children.

After the learning in all the trees is completed, it is now possible to

solve the original problem autonomously. That is, given a word in its source

language -English/Korean in this case-, generate its phonetic equivalent in

another target language -Korean/English in this case-. The source word is

decomposed into characters, where each character generates its equivalent

in the target language using the mentioned decision trees. The output of

all the characters is concatenated together to obtain the semi-final translit-

erated word. The word semi-final is used because sometimes, there exists

some explicit Korean language rules that require a further manipulation

of the obtained output word. As mentioned in the heuristics, a constant

must not stand alone but has to be followed by a vowel. This is done by

adding a dummy vowel at each occurrence of a standalone constant.

An analysis of each individual decision tree was conducted in [18]. It

was found that the five vowel letters; “a’’, “e’’, “i’’, “o’’, “u’’ and two con-
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stant letters; “w’’ and “x’’ had a lower letter accuracy than the rest of the

letters. The low value of the vowels may be because it can be mapped

to many different phonemes. The same reason led the Korean to English

transliterations to have lower accuracy, as Korean has a lot of vowels. This

lower accuracy of vowels can be because the transliteration of these par-

ticular letters is irregular, and that means there is no way to improve it. If

it is, however, because of the high complexity of the target concept, then

providing more data for training or widening the context window might

resolve this issue.

The accuracy metrics used to calculate the word accuracy, letter accu-

racy and character accuracy are shown in equation 1.

word accuracy =
no. of correctly (back−)transliterated words

total number of words in test set

letter accuracy =
no. of correctly (back−)transliterated letters

total number of letters in test set

character accuracy =
L− (i + d + s)

L

(1)

Where L is the length of the original string, and i, d, and s are the num-

ber of insertion, deletion and substitution respectively. The term character

accuracy is actually used as the meaning of average character accuracy of

all the tested words.
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This (above-mentioned) paper [18] has developed a highly accurate

character alignment algorithm, with an accuracy close to 100%. However,

there are still some drawbacks, identified by the authors themselves. Al-

though the method mentioned is supposed to be language-independent,

the alignment evaluation metrics is language-dependant and requires a

new metric for each language pair. The transliterations generated from

the decision trees are not guaranteed to be valid words and syllabus. This

makes the proposed method more prone to unusual words/irregularities.

The accuracy of the vowels letters in English and Korean is still low, and

requires further improvements. In conclusion, the paper has developed a

very strong character alignment algorithm to generate the training set for

the decision trees, overcoming the problem of lack of training set. How-

ever, the decision trees still need further investigation to obtain the best

conceivable results.

2.2 Training Automatic Transliteration Models on DBpe-

dia Data

DBpedia (DB for database) is a crowd-sourced community effort to ex-

tract structured content from the information created in a few Wikipedia

projects [13]. The information is then made available on the web. The

linked data set on DBpedia is structured data that is merged with other

data, which makes it more useful to semantic queries. It formalizes the
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valuable information found on Wikipedia in an ontological language in

which the DBpedia statements are represented. Since DBpedia extracts

the information from Wikipedia, it can still provide the requested infor-

mation in multi languages. However, the user might not be able to request

the information in a language other than English, they will not be able to

do so. The reason is that the DBpedia in the other language will not be

able to provide appropriate URIs (Uniform Resource Identifiers) for many

of the instances in the English version of DBpedia. Nakov and Tiedemann

[25] attempts to resolve this issue by generating the Bulgarian version of

the target names found in DBpedia URIs.

The dataset used is relatively small: 100 examples. Those examples are

manually transliterated by two different individuals independently from

each other. Different transliteration models are used to evaluate the per-

formance of each of them over the mentioned dataset.

The distinct thing about this particular paper is that it does not low-

ercase the training data -the set of 100 examples- before training, unlike

Mattews, whose paper performs transliteration and back-transliteration

between English and Arabic, and English and Chinese [30]. The model

in [25] only does forward transliteration to Bulgarian. Bigram models are

also used in addition to unigram ones and heuristics are used to decide

on whether to transliterate or not. Bigrams were proved to show best per-

formance over unigrams, bigrams and trigrams, because they are “ a good

compromise between generality and contextual specificity’’ [25], and that
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is why they were particularly picked for this transliteration task.

BDpedia, mentioned earlier, has been used to extract parallel lists of

names to train the models. The instance-type feature was used to select

the URIs of all people, places and organisations in seven languages; En-

glish, French, German, Spanish, Russian, Italian and Bulgarian. The in-

terlanguage links on DBpedia were used to map Bulgarian names to their

foreign equivalent. Airpedia, which is an automatically-generated exten-

sion of DBpedia, was also used to enlarge the obtained lists. The lists went

under further cleaning, to remove any undesired entries. Names that had

no Cyrillic letters were removed, as this means the word has been adopted

into Bulgarian and not transliterated. Probable translation cases were also

removed and a Bulgarian dictionary was used to detect such occurrences.

Pairs which have a mismatching number of words were also removed to

eliminate any possibility of model confusion. Names which were given as

abbreviations were detected by the preliminary models. They also solved

the problem of different order of first and family names in different Lan-

guages. English, for example, puts family name first. Arabic, on the con-

trary, puts the first name first. On the new dataset, the new models were

trained. The new models are: bigram enhanced unigram models (BUM),

unigram enhanced bigram models (UBM), and bigram enhanced bigram

models (BBM).

The work of Kang and Choi in [18] uses two heuristics:

• H1. If a name is the same in all source languages, then this name
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should stay as it is in Bulgarian and not transliterated.

• H2. If the results from all models are different, then the name must

have been translated in all the source languages, and must be trans-

lated to Bulgarian.

The first heuristic states that if a name stays the same in all source lan-

guages, it should also stay the same in Bulgarian with its original script.

That means no transliteration would take place, following route #1 pro-

vided earlier on the routes taken to translate proper names. An example

of this would be the abbreviation WiFi, which this heuristic keeps in its

original script; Latin, adopting it into Bulgarian. This heuristic solves the

direct adoption vs. transliteration problem just fine.

The second heuristic states that if all the results received from all the

models are different, then the name must have been translated in all of

the source languages, and must be translated to Bulgarian as the target

language too. This means no transliteration takes place and route #3 is fol-

lowed. An example of this would be the word Romanian Television, which

is translated into the target language whenever an equivalent of it is needed

in the target language. This resolves the problem of translation vs. translit-

eration.

Other than the two cases provided in the heuristics above, translitera-

tion becomes the most appropriate way to match a word in a source lan-

guage to its equivalent in Bulgarian, the target language. As the source

18



languages are many -six in this case-, the transliteration with the highest

vote is chosen, and when there is a tie, a random transliteration is picked.

The 100 examples we referred to earlier are divided into groups of 10,

and two different volunteers were asked to get a Romanian equivalent of

each word. The equivalent did not have to be a transliteration, but rather

the most convenient route they found optimum, from adoption, transla-

tion and transliteration.

Normalized Levenshtein distance (NLD) is used as a measure, because

of its intuitiveness. Unlike the simple Levenshtein distance, the normal-

ized Levenshtein distance is more fair to longer names, as it expresses the

distance as a proportion. To explicate: 0-distance means the two words -

source and target- are completely identical, and 1-distance means the two

words are completely different. The values in between would tell how

much error there is normalized to the length of the longer name. The

distance between the human-generated transliteration and the automatic

generated transliteration we present here is presented in Equation 2) (see

[34] for further details about the NLD measure).

NLD =



LD(waut ,wref )
|max(waut,wref

)| , for correct decision to transliterate

0, for correct decision to translate\adopt

1, for wrong decision.

(2)
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Where wref (the human generated reference), i.e. the minimal number

of edit operations (deletions, insertions and substitutions) that can trans-

form waut into wref .

The general evaluation of the approach calculates the mean NLD, per-

cent of zero scores and the percentage of low scores (less than 0.1). Gener-

ally, models show better accuracy when they need to perform only translit-

eration, not to decide on what equivalence would be chosen (from trans-

lation, adoption and transliteration). Reference tend to follow up this pat-

tern too, as there are less contradiction between the two generated lists for

the 100 examples used to test this approach. The models tend to perform

better when the source language is English, which may be due to the fact

that chosen data from DBpedia is extracted from the English version, and

volunteers may be biased towards English.

2.3 DirecTL: a Language IndependentApproach to Translit-

eration

A group of researchers from the University of Alberta, in 2009, proposed

an online-discriminative sequence prediction model that employs a many

to many alignment between the source and target [14]. They called it

“DIRECTL”. DIRECTL uses dynamic programming while undergoing seg-

mentation of the input, prediction of target character and modelling the

sequence. It is claimed that DIRECTL can cope with and discover the reg-
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ularities in the pair of languages provided.

DIRECTL receives a sequence of characters in the source language and

predicts the most likely sequence of characters in the target language.

The training data is retrieved from the task in NEWS 2009, and consist

of pairs of words that map the source word to the transliterated one. Al-

though the mapping between words is provided, mapping between char-

acter sequences -which is also called alignment- is not. The expectation

maximization paradigm is used in this part to perform an unsupervised

many-to-many alignment between the characters of the source and target

languages.

From each word-pair, a partial count is calculated of every possible

character sequence alignment. All the probabilities of all possible sub-

string pairings are then summed from left to right to obtain the forward

probability. In this algorithm, a character may be mapped to an empty se-

quence, to accommodate for languages that have silent characters. Then,

using the conditional probability distribution, the partial counts -calculated

earlier- are normalized to the alignment probability, until the probability

converges.

To compute the most likely alignment for each word pair in the train-

ing data, the standard Viterbi algorithm is used. This algorithm, which

was first proposed in 1967 as a method of decoding convolutional codes

[31], is a recursive optimal solution to the problem of: Given a discrete

time finite-state Markov process observed in a memoryless noise, estimate
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the state sequence [9].

The authors use an online discriminative training framework that is

also proposed by the University of Alberta to align the data. The word-

pairs become then represented as a feature vector. In this feature space, al-

gorithm 2 takes over and makes k passes over the aligned data. The model

produces the n most likely output words in the target language, for every

word in the source language. The preference of the model towards one

target word than another depends on the feature weight, and that is why

the feature weight vector is updated using MIRA -Margin Infused Relaxed

Algorithm-.

What MIRA does is that it alters the current weight vector so that a

minimum change has to be done to the vector in order to make the Leven-

shtein distance between the correct and incorrect predictions at least equal

to the loss for a wrong prediction. The Levenshtein distance is the mini-

mum number of single edits that you perform on a character to transform

one word into the other [11]. Single edits include insertions, deletions or

substitution.

2.4 Transliteration Generation and Mining with Limited

Training Resources

A year later, the same group from the University of Alberta proposed a

new prediction model on top of DIRECTL and called it DIRECTL+ [15].
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The model was built to accommodate for the changes in the transliteration

tasks from NEWS 2009 to NEWS 2010.

DIRECTL+ introduced preporcessing steps that were not included in

the previous version. Those steps include converting all the characters

in the source language into lowercase. This step leaves us with only X

characters instead of 2X, which decreases the number of sequences to be

matched by a valuable amount. The next step is to remove non-alphabetic

characters from the source words, unless these characters appear in both:

the source word and the transliterated one. Commas are also paid atten-

tion for since the spaces around them are normalized. No spaces are al-

lowed before commas, and exactly one space is mandatory after them. For

titles that have more than one word, white spaces are used to separate their

words to merge them into a single word with multiple spaces. The match-

ing done in this model is monotonic, which does not acquire for translit-

erated pairs that have different number of words on both sides. The same

processing technique is used in the testing phase, except for removing the

non-alphabetic characters.

Unlike DIRECTL, DIRECTL+ uses two different approaches to gener-

ate alignments in the training data.
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Figure 4: An alignment example.

2.5 Previously Published Papers on Graph Reinforcement

A transliteration project was done in 2011 by a group from the Advanced

Technology Lab Cairo - Microsoft in which the author was a member prior

to joining Charles Darwin University. Two papers were already published

on the topic. This work is being extended further to obtain more effective

techniques using Machine Learning. In this chapter, the completed work

will be described.

So far, during previous work at the Advanced Technology Lab Cairo -

Microsoft, notable results were obtained and published in the following

two papers:

2.5.1 Improved Transliteration Mining Using Graph Reinforcement,

Proceedings of the 2011 Conference on Empirical Methods in

Natural Language Processing, pp. 1384–1393, 2011. [17]

In this paper, a new way was introduced to process an Arabic-English

data set using reinforcement learning. The main idea was to use 1, 2,

and 3 letter substrings as building blocks in a bipartite graph where one
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side contains Arabic substrings, and the other contains English substrings.

The weights on the edges are the frequencies obtained from the data set.

Then, using reinforcement learning to learn hidden connections (e.g. usu-

ally the Arabic letter Qaf maps to q in English, however in some cases it

maps to the letter c, this is reflected in the graph the paths �
�−→q−→¼−→c

and �
�−→k−→¼−→c, which the reinforcement learning step discovers). This

method systematically infers mappings that were unseen in the training

data. The initial set of character sequence mappings are learned through

an automatic alignment of transliteration pairs using HMM (Hidden Markov

Models) alignment at a character sequence level. The graph reinforcement

allows the promotion of good mappings and the demotion of bad ones. It

is tested on four alphabet language pairs with English as the source lan-

guage in each of the four; English-Arabic, English-Russian, English-Hindi,

and English-Tamil.

The threshold used to accept/reject a transliteration was not fixed, but

rather derived to filter unreliable transliterations. A threshold d was as-

sumed for single character mappings, and the threshold of the word of

length l is calculated by dl . Based purely on intuition, the value d was ob-

tained by the following; sorting the mapping probabilities and removing

the least 10% (considered as outliers), and set the value d as the minimum

observed.

The two main problems solved by the approach mentioned in this pa-

per are the abundance of some mappings over others, which are nearly
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Table 2: Best results obtained in ACL-2010 NEWS TM shared task com-
pared to graph reinforcement with link re-weighting after 10 iterations

Shared Task Proposed Algorithm
English Precision Recall F-score Precision Recall F-score
Arabic 0.887 0.945 0.915 0.979 0.905 0.941

Russian 0.880 0.869 0.875 0.921 0.925 0.923
Hindi 0.954 0.895 0.924 0.972 0.895 0.932
Tamil 0.923 0.906 0.914 0.964 0.945 0.955

unseen in the training data, thus hurting recall. The other problem is the

very low frequency of some mappings that does not make the estimate

probability appropriate, hurting precision. However, the results of this pa-

per showed improved transliteration mining on parallel Wikipedia titles

for the four language pairs that were given. The proposed system outper-

formed the best reported results in the literature for the ACL-2010 NEWS

workshop shared task for Arabic, Russian, Hindi and Tamil. The results

are further displayed in 2.

2.5.2 TransliterationMiningUsing Large Training and Test Sets, Pro-

ceedings of the 2012 Conference of the North American Chap-

ter of the Association for Computational Linguistics: Human

Language Technologies, pp. 243–252, 2012.[16]

In this paper, the graph reinforcement was adopted with the links read-

justment that was introduced in the first paper. New additions to this pa-

per include a much larger dataset, parameterized exponential penalty to

the formulation of graph reinforcement, and estimation of proper param-
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Table 3: Results for NEWS-1k and NEWS-10k
Baseline Reinforcement

NEWS-1k
Precision 0.988 0.977

Recall 0.583 0.912
F-score 0.733 0.943

NEWS-10k
Precision 0.917 0.689

Recall 0.759 0.960
F-score 0.787 0.802

eters for training sets of varying sizes.

The dataset was completely replaced by two other much larger datasets;

• NEWS-1k: Using the ACL-NEWS workshop dataset. The dataset con-

tained 1,000 parallel transliteration word pairs for training and 1,000

parallel Wikipedia titles for testing.

• NEWS-10k: Using the test part of the ACLNEWS dataset, while train-

ing with 10,000 manually curated parallel transliterations.

Although the reinforcement of the graph resulted in better recall and

F-score for the NEW-1K dataset, it did hurt the precision badly in the

NEWS-10K dataset. Increasing the amount of training data lead to more

initial mappings from alignment, but also caused many erroneously in-

duced mappings, which in turn impacted the precision. Thus, the graph

reinforcement formula was adjusted to give more weight to mappings that

were induced at the beginning, and penalize mappings that were intro-

duced later on. The results are shown in Table 3.
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In this paper, context was used to improve transliteration mining for

large comparable texts. The contextual information about each pair of

words was included to improve the precision and recall. The Wikipedia ar-

ticles were first filtered based on lexical similarity to extract the fragments

that are potentially related and then transliteration mining was performed

on these segments. The whole point was that if two words do not share

enough contexts, then they are most probably not a transliteration pair.

This drastically affected the running time as it reduced the search space

by a huge factor, but it did hurt recall -although it improved the precision-

as the transliterations that do not share contexts were never mined.

An improved fragment extraction approach was implemented that runs

in O(N2KlogK). N is the number of words in the source article and K is

the number of matches. The algorithm filtered 30 comparable pairs of ar-

ticles with an average of 4.9k words for English and 3.6k for Arabic in less

than 5 minutes.

Unlike the first paper, this paper focused on large datasets and text seg-

ments. Most previous work has been conducted on relatively small paral-

lel text segments, only a few words long. The training data is also usually

limited, which is why techniques generally preferred recall by inducing

mappings that are unseen during the training. However, when running

the state-of-the-art technique on larger datasets with larger texts, the re-

call and precision showed a substantial drop. The introduction of param-

eterized exponential penalty to distinguish freshly discovered mappings
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Table 4: Precision, recall and F-Score
Baseline SOUNDEX Reinforcement

precision 0.962 0.524 0.946
recall 0.322 0.418 0.417

F-score 0.482 0.465 0.579

and relatively old ones did modify the graph reinforcement proposed in

the first paper. The results of this paper compared to the baseline and

SOUNDEX are shown in Table 4.

Finally, we note that Arabic-English Transliteration has gained more

popularity in recent years. A unified model for Arabizi (Arabic text writ-

ten in Roman-script) detection and transliteration into a code-mixed out-

put with consistent Arabic spelling conventions was presented in [28].

Another recent transliteration system that appeared at almost the same

time in [3] was based on Hybrid Deep Learning for the Arabic – English

languages. More recent work was previously presented in [20], which is

nothing but a Tunisian Arabic chat alphabet based on the use of weighted

finite-state transducers (using a Tunisian Arabic lexicon).
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3 Methodology

The proposed methods for automatic transliteration can be divided into

four main tracks. The first three are based on enhanced direct algorithms

based on enhancements of the basic backtracking method, while the fourth

is an enhancement of the neural network models.

3.1 An Exhaustive Backtracking Approach

Although recursive backtracking is often viewed as far from practical,

due to the typical exponential asymptotic growth of such algorithms, it

has gained some popularity recently. This can be due to the constant im-

provement at the hardware level with the increase in (main) memory size

and the availability of high performance computing tools. In fact, every

current conventional computer would have been considered a high per-

formance computer two decades ago. Another reason for the emerging in-

terest in exponential-time algorithms is the success of parameterized com-

plexity theory and the popular trend of design practical exact/parameterized

algorithms. See [2] for a detailed exposition of this new trend in algorithm

design.

The recursive backtracking approach for automatic transliteration is

inspired by the bounded search tree method from parameterized com-

plexity since we will be dealing with a search-tree approach where the

(virtual) tree is of bounded (constant) depth and we will also enhance on
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that by using bidirectional search for the first time in this context. The al-

gorithm is based on constructing a bipartite graph to represent all possible

transliterations.

3.1.1 Bipartite Graph Data Representation

A graph is a mathematical model of the relationships between given data.

It has nodes, also called vertices, and edges, which can be unidirectional

or bidirectional, and can be weighted or unweighted. A bipartite graph, in

particular, is a graph whose vertices V can be divided into two indepen-

dent sets; V1 and V2, such that every edge in the graph connects one vertex

in V1 to another in V2 [24]. If every vertex in V1 is connected to every ver-

tex in V2, then this graph is called a complete bipartite graph. An example

of bidirectional complete simple bipartite graph is shown in Figure 5.

1

2

3

4

5

6

7

V1

V2

Figure 5: Bidirectional Complete Bipartite Graph
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3.1.2 Nodes

As we implement an exhaustive backtracking approach, the complete bi-

partite graph is used to model the problem. One of the independent sets

of the graph represent English, and the other represents Arabic. At each

side, nodes represent all the possible one, two and three-character combi-

nations of letters of this language. The English side has a total of 26+262 +

263 = 18,278 nodes, while the Arabic one has a total of 28 + 282 + 283 =

22,764 nodes. We add an extra node at each side, to allow null-mappings,

as there are some silent letters in a lot of English words, such as the h in

John.The total number of nodes in the obtained graph is V = V1 + V2 =

41,044 nodes (see Figure 6 for a typical example of this graph).

3.1.3 Edges and Weights

Initially, all the nodes on the Arabic side are connected to the nodes on

the English side with bidirectional edges to form a complete bidirectional

bipartite graph. The number of edges is equal to E = V1 ∗V2 = 416,121,435

edges. The weights of the graph edges are initialized with zeros, and are

updated later. To store the weights of the edges, we use another data-

structure, called a hashmap, to be able to access it in constant time. A

hashmap stores a pair; a key and value. The key used here is a combina-

tion of the index of the node in the first set V1 and the index of the other

node in the second set V2. The value is therefore the weight of the edge
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Figure 6: English to Arabic bipartite graph example.

connecting the two nodes.

3.1.4 Backtracking

Backtracking is an algorithmic technique that is often used to explore ev-

ery possible combination to obtain a solution for a computational problem

[22]. Solutions that fail to satisfy the constraints of the problem are auto-

matically removed at any point in time, also called pruning. The back-

tracking technique is considered a form of recursion, in which a function

calls itself directly or indirectly. In this thesis, we use backtracking for
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two different purposes. The first is during the learning mode, to adjust the

weights. The second is during the transliteration mode to obtain the most

probable transliteration for a given name.

3.1.5 Learning Mode

In this mode, the backtracking technique is used to recursively update the

weights of edges of the mentioned bipartite graph. It takes two words, one

from the source language and its transliteration in the target language.

The backtracking function then explores every possible one to three letter

mapping between the source and target words. It tries the first letter from

one word with the first one, then two then three letters from the target,

and then move on to the next character in the source language, and so

on. The base-case for the backtracking function is when we reach the end

of one of the words. That means we have a matching. For each explored

matching, every mapping between source and target character sequences

increments its corresponding edge weight in the mentioned hashmap by

1.

The backtracking function is run iteratively row by row on a given

source-target table, which is generated by hand, updating the weights of

the edges as it advances. After the processing of the last row, the weights

of the graph are normalized. This allows the weights to turn into a prob-

abilistic measure of how likely this short sequence of letters in the source

language will be transliterated to that other short sequence of letters in
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the target language.

3.1.6 Transliteration Mode

The transliteration mode has to be done after the learning phase is done, so

that the edges weight hashmap is updated and ready to use. Backtracking

is used in this mode to discover all the possible transliteration matches.

For every possible match, its probability is the multiplication of all the

edge weights that represent the mappings between character sequences in

this match.

The matches with the highest probabilities are saved, while the rest are

dropped as the recursive function continues to explore further possible

matches. During the exploration of the backtracking function, a threshold

is set, that is if the probability of the current matching sequence is already

too low, it does not make any sense to continue discovering, as the value

will only get lower because it is always multiplied by a value that is much

less than 1. After the backtracking is done, the function returns the match

with the highest probability.

3.2 Bidirectional Search on Exhaustive Backtracking Ap-

proach

The backtracking on the complete bipartite graph can undergo some opti-

mizations to speed things up. One of the optimizations that we have exper-
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imented to drastically improve the performance, is to implement a bidi-

rectional search algorithm that is guaranteed to meet in the middle [12].

This kind of algorithms interleaves two separate searches, a normal search

forward from the start index of the source word, and a search backward

(using reverse operators) from the end of the source word. This optimiza-

tion boosts performance by doing a lot of pruning, which dramatically

reduces the search space.

Bidirectional search is a graph searching algorithm which finds the

smallest distance there is from a source node to a target one (if it exists).

There are two searches that take place simultaneously:

1. Forward search form source node towards target node

2. Backward search form target node towards source node

The single search graph (which is likely to grow exponentially) is re-

placed by two smaller sub graphs. One starts from the source node and

the other starts from the target one. The search algorithm terminates when

both graphs intersect. Similar to A* algorithm, heuristics can be used as

an estimate of the remaining distance from the source node to the target

one and vice verse to guide the bidirectional search, to be able to find the

shortest path.

Consider the example shown in Figure 7. Suppose we want to find if

there exists a path from node 1 to node 16. We run two searches at the

same time, one from node 1 and other from node 16. When both forward
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and backward search meet at vertex 9, we know that we have found a path

from node 1 to 16 and the search can be terminated now. We can clearly see

that we have successfully avoided unnecessary exploration of sub-graphs

such as nodes 11 and 6.

Figure 7: Bidirectional Search.

The answer to the question ”Why should we use bidirectional search?”

is quiet easy. In many cases, it is faster as it dramatically reduces the

amount of required exploration because a lot of pruning is done on the

way, which cuts the backtracking time dramatically.

If branching factor of a tree is b and the distance of target node from

source is d, then the normal BFS/DFS searching complexity would be

O(bd). However, if we initiate two search operations at the same time, then
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the complexity would be O(bd/2) for each search, with a total complexity

of O(bd/2 + bd/2) which is far less than O(bd).

While the previous papers ([17] and [16]) underwent the learning phase

in a forward manner only, we have implemented the two-directional search

along with the reinforced graph technique to tackle the problem of translit-

eration and search from the start and back of the word at the same time.

3.3 Using Semi-exact Algorithms

While optimization technology has advanced slowly and in small incre-

ments, even some small gains in performance can be of significant benefit.

One of the optimizations we used on the transliteration task is semi-exact

algorithms, introduced recently in [8]. This is a new method that attempts

at a time-quality trade-off that is used for NP-hard problems to obtain so-

lutions that are very close to optimal ones. The approach is particularly

needed whenever polynomial-time approximation has limited effect.

In fact, the approach is similar just as in the study of polynomial-time

approximation and approximation for a lot of intractable problems, which

are relaxed into FTP (Fixed Parameter Algorithms). Those algorithms al-

low us to conduct a cost-effective trade-off between reduced running time

and quality of approximation while maintaining solutions very close to

optimal ones.

To explicate, we try to push the time-quality trade-off away a bit fur-

ther by considering exponential-time algorithms that result in almost ex-
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act solutions in the following sense. Let X be a given problem that is solv-

able via an exact algorithm with a running time O(f (n)). A within-k semi-

exact algorithm for X is an algorithm that runs in O( f (n)
g(k) ) and results in a

solution that is within k from optimum.

The effectiveness of this approach is more pronounced when the time-

reduction exhibited by the g(k) fraction (mentioned above) is significant,

while the additive error k is negligible. One of the reasons behind imple-

menting this solution comes from the fact that popular search-tree based

exponential-time algorithms tend to have more nodes towards the bottom

than at all the other higher levels, as noted in [8].

This observation prompted us to switch to fast heuristic methods when

a search-tree exploration gets “close” to the bottom of the tree during a

depth-first search (DFS).

In the previous paper published in 2020 by the author [8], ways were

explored to apply a semi-exact technique to exact algorithms for two opti-

mization problems, namely Minimum Dominating Set and Minimum Ver-

tex Cover. We have implemented and tested two semi-exact algorithms

for the two problems. It was an initial investigation into what appears to

be a pragmatic way to obtain solutions for hard problems when exact or

FPT techniques are too slow to be applied.

The introduced semi-exact approach performed well for the two prob-

lems. I should note that, although Vertex Cover is well studied and the

fixed-parameter algorithms are fast in practice, there are cases where ob-
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taining optimum solutions takes much longer times than semi-exact ones

that are very close to optimum.

In this thesis, I have extended the implementation of semi-exact algo-

rithms on the task of transliteration to have close-to-optimal results in a

shorter time.

3.4 Improvements using the Convolution Sequence to Se-

quence Learning Model

In this thesis, I have used the above mentioned bipartite graph to model

the problem of transliteration and the backtracking method to update the

weights of the graph. I have also discovered multiple sequence to sequence

models and selected one (Fairseq) to model the problem of transliteration

and then compared both methods.

Sequence to sequence learning models are a type of models which are

trained to convert sequences in a domain -English language for example-

into sequences in another domain -Arabic language for example-. An ex-

ample from English to Arabic in shown in Figure 8.

Recent trends were explored in transliteration using deep learning mod-

els. The use of deep learning was inspired by three important papers.

The first was written by Google researchers Rosca and Breuel and en-

titled “Sequence-to-sequence neural network models for transliteration”

[27]. The second paper is by Amazon researchers Merhav and Ash: “De-
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Figure 8: A seq2seq Example from English to Arabic

sign Challenges in Named Entity Transliteration” [23]. Finally, the third

paper is by the Facebook AI team and its title is “Convolutional Sequence

to Sequence Learning” [10].

The first paper by Google beats classical algorithms using a deep learn-

ing model that uses LSTM cells as building blocks, and the paper by Ama-

zon did experimental results and concluded that the Tensor2Tensor model

was superior to all other approaches. The Facebook paper proposed a

model called Fairseq, which has been adopted in this thesis.

3.4.1 FAIRSEQ: A Fast, Extensible Toolkit for Sequence Modeling

The convolution sequence to sequence learning method was introduced

in a recent article by Facebook researchers [10]. The method uses RNNs

(Recurrent Neural Networks). They are a special type of artificial neural

networks which uses sequential or time series data. Connections between

nodes of this network form a directed graph in along a temporal sequence.

It allows the previous output to be used again as an input. A simple illus-
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tration is shown in Figure 9. This recurrent neural network is used to map

the input sequence to a varying-length output.

Input #1

Input #2

Input #3

Input #4

Output

Hidden
layer

Input
layer

Output
layer

Figure 9: Basic Structure of a Recurrent Neural Network

The model developed is called: FAIRSEQ, which is an open-source se-

quence modeling toolkit that allows both: researchers and developers to

train their custom models for translation, summarization, language mod-

eling, and other text generation tasks. The toolkit was developed by a

joined team between Google Brains and Facebook AI Research. It allows

the smooth implementation of sequence to sequence models and supports

different models, which include: convolutional neural networks (CNNs),

long short term memory (LSTM), transformer and Non-autoregressive trans-

former networks.
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3.4.2 Sequence-to-sequence neural networkmodels for transliteration

This paper has examined the cross script transliteration between some

common language pairs; English-Arabic, English-Japanese and English-

IPA (International Phonetic Alphabet). The paper found that recurrent

neural networks achieve high performance on the given language pairs.

They have used Epsilon insertion, which is a simple technique that allows

sequence-to-sequence models produce varying lengths strings from a sin-

gle input string.

The transliteration is carried out by a long short term memory (LSTM),

and the alignment of the output is done using a CTC (Connectionist Tem-

poral Classification). Although the paper already produces state-of-the-art

results, using different architectures for RNAs may produce better results.

3.4.3 Design Challenges in Named Entity Transliteration

This Amazon paper compares some methods in the transliteration of named

entities. It compares the traditional weighted finite state transducer (WFST)

approach against two neural approaches. The first is the encoder-decoder

recurrent neural network method. The second, which is the more recent,

is the non-sequential Transformer method.

The paper demonstrated that the Tensor2Tensor neural Transformer

method produced more consistent and much better results, compared to

the other neural network method (encoder-decoder neural network method)
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and the weighted finite state transducer.

One model that the Amazon paper did not examine was the convolu-

tion seq2seq model described above (developed by Facebook [10]). This

surprising observation was the basis for one of the methods presented in

this text, along with enhancements of the author’s previous work on the

backtracking method as well the three novel methods described before.

3.4.4 Adoption of a Seq2Seq Model: Fairseq

In recent years, convolution networks proved to be immensely successful

in computer vision tasks, and there have been a notable effort to utilize

their power in language processing since they are much faster both in

training and in the prediction steps. They achieve this by allowing par-

allel processing (as opposed to recurrent networks and its variations with

are sequential).

Observing the above, I decided to try the convolution networks model

on the same data used by Google and Amazon for the Arabic-English task

and the results obtained so far are very promising indeed. I have adopted

the Fairseq model to automate the process of transliterations. The length

of words included in sequences is capped at 25, and the model produced

very promising results.
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4 Experimental Results

In this chapter, we are going to describe each of the implemented algo-

rithms in details along with pseudo-code and performance analysis. At

the end of the chapter, we will compare the performances of these algo-

rithms against each other.

Each one of the studied algorithms is assumed to take a bipartite graph

as its input. The nodes of any input graph are labelled with strings of

lengths less than or equal to three characters in both respective languages

we are transliterating from and to. The algorithm for generating such

graph is listed in the next subsection.

4.1 Pre-processing Algorithm

To generate the bipartite graph that is used in the four main algorithms,

we use Algorithm 1. This pre-processing algorithm was developed by a

group of researchers (including the author of this thesis) at the Advanced

Technology Lab Cairo - Microsoft in a previously published paper [17].

This algorithm is being called incrementally on each pair of words from

two respective languages, and it updates the graph each time with the

resulting weights. When the calls to this algorithm finish executing, the

edge weights of the resulting graph will be updated with the frequency of

occurrences of each word-pair in both languages. The edges of more fre-

quent matches get a heavier weight, and the edges of less matches receive
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a light weight, which endorses the graph that we obtain. At the end the

edge weights are all divided by the maximum edge weight to convert the

weights to be between 0 and 1.

Algorithm 1: Pseudo-code for Bipartite Graph Reinforcement Al-

gorithm.
input : string s1

input : string s2

input : bipartite graph g

output: Boolean value indicating end of words reached

1 if s1 and s2 are both empty then

2 return true

3 end

4 foreach each prefix p1 of length ≤ 3 from s1 do

5 foreach each prefix p2 of length ≤ 3 from s2 do

6 let s1’=remaining part of s1 after removing p1;

7 let s2’=remaining part of s2 after removing p2;

8 if recursion on (s1’,s2’,g) is true then

9 increment edge weight (p1,p2) by one;

10 end

11 end

12 end

13 return false;
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4.2 Training/Testing Dataset

The dataset used in testing the four implemented algorithms have been

trained and tested on an Arabic-English transliteration dataset mined from

Wikipedia. The performance of each of the algorithms are then reported.

The ar2en-train dataset was used for training, while the ar2en-test was

used for testing.

The training data has 12,877 rows of Arabic words and their translit-

eration in English. If an Arabic word has more than one possible translit-

eration, it has multiple rows, each with the same Arabic word but with

different English transliterations.

The testing data, on the other hand, has 1,590 records, arranged in the

same manner as the training data. That means the train-test ratio is about

12 : 88. Before this data is passed to any algorithm of the ones above, it

undergoes some pre-processing. This includes normalizing the multiple

forms of each Arabic character, to have one consistent format across the

dataset. Letter “Alef”, specifically, has more than one form in Arabic, and

thus had to be normalized. The English corresponding transliterations did

not need much of this pre-processing, as all the characters were lower-

cased.

Table 5, below, provides a sample of the raw dataset used before apply-

ing any processing. A complete list is found on Google’s GitHub:

https://github.com/google/transliteration
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Table 5: Sample of the input dataset

Arabic Latin
A

�
��


�
K tisha

QÊ
�

��

�
K tishler

A
	
K A

	
ªJ


�
K tigana

ú


æ
�
�ñ

	
ªJ


�
K tegoshi

	á�
ÊJ

	
ªJ


�
K tiggelen

Table 6 shows a sample of the generated edge-weights of the bipartite

graph, which is the output of the learning algorithm.

Table 6: Sample of weighted graph obtained by the learning algorithm.

Arabic Latin Probability
A
	
K @ a 0.2044135

@ ana 0.2044320

A
	
K na 0.2439569

A
	
K a 0.4322718

@ na 0.4337620
	
à n 0.5006367

4.3 Comparison between Algorithms

We now conduct the experimental comparisons between the following

four algorithm: backtracking, Dijkstra, bidirectional search and semi exact

algorithms. We first describe how each algorithm is implemented.
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4.3.1 Backtracking

The backtracking approach, also mentioned in Chapter 3, was implemented

in the following manner. Initially, a graph was formed where each node

representing 1-3 letter word combinations in Arabic, and the same was

done in the English Alphabet. Following that, all the Arabic nodes were

connected to all the English nodes, forming a complete weighted bipartite

graph, where (initially) all the edges have a weight of exactly 1. Two back-

tracking modes were used in this sense. The first is the learning mode,

which was used to update the weights of the graph, and a transliteration

mode, to get the transliteration of a word.

In the first (learning) phase, we find all the possible mappings between

the transliteration pair of words through backtracking (after initializing

all edge weights to 1). This allowed the more-frequent word-mappings to

hold heavier weights. The pseudo code for the learning mode is mentioned

at the beginning of the chapter, as it is the same for all four algorithms.

In the transliteration phase, the source word is mapped to the destina-

tion one also through backtracking, where the relatively low-weight edges

are ignored, so we end up with the most probable destination word. The

pseudo code for this algorithm is shown in Algorithm 2 below. This al-

gorithm was also developed by the author and a group of researchers at

the Advanced Technology Lab Cairo - Microsoft and it has appeared in a

previously published paper [17].
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Algorithm 2: Pseudo code for Transliteration Exhaustive Back-

tracking Algorithm.
input : input s1 string

input : input s2 string

input : bipartite graph g

output: floating point number the probability that s1 is

transliteration of s2

1 ret=0 if s1 and s2 are both empty then

2 return 1

3 end

4 foreach each prefix p1 of length ≤ 3 from s1 do

5 foreach each prefix p2 of length ≤ 3 from s2 do

6 let s1’=remaining part of s1 after removing p1;

7 let s2’=remaining part of s2 after removing p2;

8 temp= recursion on (s1’,s2’,g) ;

9 temp= temp * weight of edge between p1 and p2;

10 ret = max(ret,temp);

11 end

12 end

13 return ret;
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4.3.2 Using Dijkstra’s Shortest Path Algorithm

As we are working with probabilities to determine the source-destination

mapping with the maximum probability, the transliteration problem can

therefore be solved using Dijkstra’s algorithm.

Dijkstra’s algorithm applies when all weights on the edges are non-

negative integers or real numbers, which are totally ordered. This is the

case in the model since all edge weights must be positive real numbers.

It can be generalized to use any weights/labels that are partially ordered,

provided the subsequent weights (which is produced when traversing an

edge) are monotonically non-decreasing. Dijkstra’s algorithm uses a data

structure for storing and querying partial solutions sorted by distance

from the start. In this case, this data structure happens to be a priority

queue.

The weights (or probabilities) keep getting smaller. This is why they

were initially set to 1. This makes the probability of the current state less

than (rarely equal to), the probability of the current state multiplied by the

probability of the coming edge, in a non-decreasing fashion. The pseudo

code for this algorithm is presented below in Algorithm 3. This is devel-

oped by the author of this thesis.
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Algorithm 3: Pseudo code for Modified Dijkstra Algorithm.
input : string s1

input : string s2

input : bipartite graph G

output: floating point number the probability that s1 is

transliteration of s2

1 q= empty max priority queue;

2 add to q (0,0,1.0);

3 while q is not empty do

4 remove the first element from q name it (i1,i2,p);

5 if i1 = s1.length and i2=s2.length then

6 return p;

7 end

8 foreach prefix p1 of length ≤ 3 from suffix of s1 starting at i1 do

9 foreach prefix p2 of length ≤ 3 from from suffix of s2 starting

at i2 do

10 w=weight of edge between p1 and p2 in G;

11 add to q (i1+p1.length,i1+p2.length,w*p);

12 end

13 end

14 end

15 return 0
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4.3.3 Bidirectional Search

The proposed bidirectional search algorithm is also implemented to al-

low for more efficient search from both sides of the source string. This

algorithm iteratively cuts the search space into half, by eliminating un-

necessary branches from both sides of the string, which are guaranteed

to meet in the middle. The algorithm enhances the performance drasti-

cally. We initiate two searches at the same time, one of them is a forward

search from the start index of the source string, and the other is a back-

ward search from the end of the source string. Both searches will eventu-

ally meet in the middle.

From a theoretical perspective, the bidirectional search can yield a

tremendous improvement over the exhaustive backtracking algorithm, which

we show to be the case from an experimental standpoint. In general, if the

branching factor of a tree is b and the distance of target node from source

is d, then the normal BFS/DFS searching time-complexity would be in

O(bd). However, if we initiate two search operations at the same time, then

the complexity would go down to O(bd/2), which obviously is far less than

O(bd).

The pseudo-code for the new algorithm is presented below in Algo-

rithm 4. This approach is introduced and developed by the author of this

thesis.

53



Algorithm 4: Pseudo code for Bidirectional Search Algorithm.
input : string s1
input : string s2
input : bipartite graph G
output: floating point number the probability that s1 is

transliteration of s2
1 q= empty max priority queue;
2 mat is a 2D array consisting of zeros with dimensions s1.length

and s2.length;
3 add to q (0,0,1.0);
4 while q is not empty do
5 remove the first element from q name it (i1,i2,p);
6 if i1 is more than s1.length/2 or i2 is more than s2.length/2

then continue;
7 if (i1,i2) visited before then continue;
8 mat(i1,i2)=p;
9 foreach prefix p1 of length ≤ 3 from suffix of s1 starting at i1 do

10 foreach prefix p2 of length ≤ 3 from from suffix of s2 starting
at i2 do

11 w=weight of edge between p1 and p2 in G;
12 add to q (i1+p1.length,i1+p2.length,w*p);
13 end
14 end
15 end
16 ret=0;
17 add to q (s1.length,s2.length,1.0) ;
18 while q is not empty do
19 remove the first element from q name it (i1,i2,p);
20 if i1 is less than s1.length/2 or i2 is less than s2.length/2 then

continue;
21 ret=max(ret,p*mat(i1,i2));
22 foreach suffix p1 of length ≤ 3 from prefix of s1 ending before i1

do
23 foreach suffix p2 of length ≤ 3 from from prefix of s2 ending

before i2 do
24 w=weight of edge between p1 and p2 in G;
25 add to q (i1-p1.length,i1-p2.length,w*p);
26 end
27 end
28 end
29 return ret;
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4.3.4 The Semi-Exact Algorithm

As we want to see high speedups in time, we also introduced a novel semi-

exact algorithm. The algorithm is based on a new methodology proposed

in [8] that attempts at a time-quality trade-off that is used for intractable

(NP -hard) problems to obtain solutions that are very close to optimal

ones. The approach is particularly needed whenever polynomial-time ap-

proximation has limited effect. In fact, semi-exact algorithms offer a trade-

off between time and almost (hence the name semi) exact solutions. The

main reason for implementing such solution is that popular search-tree

based exponential-time algorithms tend to have more nodes towards the

bottom than at all the other higher levels, as noted in [8]. This observation

prompted us to switch to fast heuristic methods when a search-tree ex-

ploration gets “close” to the bottom of the tree during a depth-first search

(DFS). The pseudo code for this algorithm is shown in Algorithm 5, which

was also developed by the author of this thesis.

4.4 Experimental Comparisons

The training and testing were performed on the ar2en training and testing

data, relatively for the four algorithms mentioned. A performance evalua-

tion in terms of training time is reported in Table 7. As expected, the table

shows that the slowest algorithm is the exhaustive backtracking one. The

modified Dijkstra algorithms run in almost 1
11 of that run-time of the ex-
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Algorithm 5: Pseudo code for Semi-exact Search Algorithm.
Data: global best=0

Data: global k semi exact parameter (example 1.1 means 10%

error is acceptable)

input : string s1

input : string s2

input : bipartite graph G

input : input cur current probability initialized to 1

output: floating point number the probability that s1 is

transliteration of s2

1 ret=0;

2 if s1 and s2 are both empty then

3 best=max(best,cur);

4 return cur;

5 end

6 if cur < best*k then

7 return 0;

8 end

9 foreach each prefix p1 of length ≤ 3 from s1 do

10 foreach each prefix p2 of length ≤ 3 from s2 do

11 let s1’=remaining part of s1 after removing p1;

12 let s2’=remaining part of s2 after removing p2;

13 next= cur * weight of edge between p1 and p2 in G;

14 temp= recursion on (s1’,s2’,g,next) ;

15 ret = max(ret,temp);

16 end

17 end

18 return ret;
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haustive backtracking algorithm. Further comparisons between rations of

different algorithms is found in Table 8.

Table 7: Overall performance Evaluation of all four algorithms

Algorithm Time (sec)
Backtracking 11.1582

Dijkstra 1.0423
Bidirectional Search 0.9614

Semi-Exact 0.7363

Table 8: Ratios between the run-time of each two of the 4 algorithms.

Backtracking Dijkstra Bidirectional Semi-
Search -Exact

Backtracking 1.0 10.7051 11.6054 15.1543
Dijkstra 0.0934 1.0 1.0841 1.4156

Bidirectional Search 0.0861 0.9224 1.0 1.3057
Semi-Exact 0.0659 0.7064 0.7658 1.0

Tables 7 and 8 show that the slowest algorithm is the exhaustive back-

tracking algorithm, taking over 11 seconds to iterate through the training

data. However, the semi-exact is almost 15 times faster, taking only 0.74

seconds.

4.5 Fairseq Results

The machine learning approach has been implemented and the results

were reported compared to other models, as shown in Tables 9 and 10.
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While the results are slightly worse, the predictions are generated in a

more efficient way.

In fact, even on small matches, the results are promising in the sense

that we have achieved the comparable errors with one single pass on the

word without any backtracking. The below comparison between the var-

ious Machine Learning methods was conducted on known benchmarks

and preliminary results are shown in tables 9 and 10.

Although the tables do not show comparison between performance,

the running time of the suggested method is expected to be much better.

The errors, WER and CER in the the previous tables are defined as

follows:

• Word error rate (WER) Percentage of words predicted incorrectly;

• Character error rate (CER) Probability of an error predicting a single

character.

Some numbers (mainly errors) are not reported in the other papers,

thus we have some empty cells in the tables.

As stated above, we have adopted the Facebook sequence modelling

toolkit to automate the task of transliteration. Although the results are

not perfect, they are good enough to explore the feasibility of using such

toolkit in the transliteration task. Although other models’ results are bet-

ter than the adopted one, it is significantly more efficient to run.
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The comparison between this thesis work and other works are pro-

vided in the two tables below.

Table 9: English to Arabic, top X being the most probable X candidate
transliterations.

This thesis Work T2T Seq2Seq Phonetisaurus

top 1
CER 0.23
WER 0.72 0.45 0.53 0.51

top 2
CER 0.19
WER 0.63 0.30 0.41 0.37

top 3
CER 0.17
WER 0.57 0.24 0.36 0.30

top 4
CER 0.13
WER 0.46

top 5
CER 0.07
WER 0.24

Table 10: Arabic to English, top X being the most probable X candidate
transliterations.

This thesis Work T2T Seq2Seq Phonetisaurus

top 1
CER 0.28 0.23
WER 0.86 0.75 0.81 0.75

top 2
CER 0.23
WER 0.78 0.63 0.71 0.65

top 3
CER 0.21
WER 0.74 0.57 0.67 0.59

top 4
CER 0.16
WER 0.58

top 5
CER 0.09
WER 0.34
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5 Conclusion

In this thesis, new methods for faster and more effective transliteration

are introduced. The thesis reports on the existing literature regarding this

important topic and presents, extensively, every aspect of the topic with a

fair detailed description of previous methods, whether carried out by the

author or by other researchers.

The thesis provided an investigation of the feasibility of applying se-

quence to sequence models like fairseq. Despite its efficiency, this particu-

lar approach was not used for Arabic text and did not employ the Seq2seq

technique that was developed by the Facebook research team. This new

approach was developed and tested in this thesis. The main objective is

to enhance the effectiveness of automatic Arabic - English transliteration,

which allows for better industrial use. The results are very promising.

A novel technique is also presented that adopts a direct recursive back-

tracking strategy, which is further enhanced via bidirectional search for

the first time. Moreover, the thesis presented a completely new approach

not previously employed in the realm of transliteration, namely the modi-

fied Dijkstra’s Shortest Path algorithm. This particular non-standard algo-

rithm employs a maximum priority queue (Max Heap) and uses multipli-

cation of probabilities for relaxation (instead of addition). This approach

was shown to be more efficient than direct backtracking but not better

than the bidirectional backtracking method.
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Moreover, the thesis explored a novel semi-exact algorithmic approach,

developed by a research team from the Lebanese American University and

Charles Darwin University in [8] (including the author as team member

as developer). The approach trims the search at lower search-tree levels

to obtain a more efficient transliteration without affecting the quality of

delivered solutions. This particular technique is used for the first time in

this thesis and it is flexible enough to allow for further improvements both

to the running time and the solution accuracy. The presented experiments

show that the semi-exact algorithm has a superior performance compared

to all the other methods.

6 Future Suggestions

Future work can potentially include changing the hyper parameters of

the machine learning model to explore how this affects the transliteration

task. Parameters like number of layers to include in a model, the num-

ber of epochs to run during training, and the loss function to employ can

lead to different results, which might be interesting to explore. Transfer

learning can also be used to significantly cut down the time needed for

the model to train.

Another potential project is to incorporate efficient transliteration in

currently developed automatic text reading for applications like What-

sApp. The objective is to enable users to listen to a message instead of
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reading it. To explicate, assume this text to speech has been implemented

for English text, and a message is written in Arabic or any other language

for which automatic text reading is still not available. Then the efficient

transliteration presented in this thesis can be used to first transliterate the

message and then use the English text reader to provide the proper pro-

nunciation in the original language.
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